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Abstract

The literature on artificial intelligence and labor markets focuses on task displacement

and production costs. This paper studies a distinct and overlooked consequence: AI adop-

tion erodes the organizational pipelines through which firms develop senior talent. When AI

displaces workers from lower-level tasks, it severs the learning-by-doing process that gener-

ates human capital as a costless byproduct of production. Human capital formation becomes

an explicit investment whose opportunity cost rises with AI productivity, and the firm ratio-

nally curtails entry-level hiring. Embedding this mechanism in a multi-firm economy reveals a

prisoner’s dilemma: individually rational adoption decisions collectively reduce the supply of

high-skilled workers, increasing wages and reducing firm value even as AI raises productivity

in lower-level tasks.
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1 Introduction

The rise of artificial intelligence (AI) has prompted considerable debate about its consequences

for labor markets and organizational productivity. Much of this debate focuses on which tasks

AI can perform and which workers it will displace. This paper argues that this framing misses a

central organizational consequence of AI adoption: by substituting for the very tasks that generate

human capital as a byproduct, AI severs the internal pipelines through which firms develop the

talent needed for their more advanced activities. The result is not simply a reallocation of labor

but a destruction of the mechanism by which firms reproduce their organizational capabilities over

time.

The argument rests on a fundamental feature of how organizations develop talent. In many

settings, the tasks that generate current output also serve as the primary training ground for devel-

oping skills needed in more advanced roles. For instance, in investment banking, associates build

financial models, conduct due diligence, and prepare pitch materials—work that simultaneously

serves clients and develops the valuation skills and deal judgment required to source and execute

transactions as senior bankers. In asset management, analysts gain expertise by researching com-

panies and building financial models, acquiring the industry knowledge and investment judgment

that make them valuable as portfolio managers. This joint production of output and human capital

is organizationally efficient precisely because the foundational work must be completed regardless:

human capital development emerges as a costless byproduct of production rather than an explicit

investment.

AI disrupts this mechanism in a way that many earlier automation technologies did not. Un-

like industrial machinery or routine-automating software that displaced workers from physical and

repetitive tasks, AI targets cognitively demanding work that previously served as training grounds

for developing expertise—financial modeling, due diligence analysis, legal research, and document

synthesis. A firm that deploys AI to conduct company analysis or draft transaction documents

captures immediate productivity gains but eliminates the learning-by-doing through which junior
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analysts develop the judgment and expertise required for senior roles. Evidence of this disruption

is already visible: the Big Four consulting firms reduced graduate intake by nearly a third between

2023 and 2025, a period during which AI tools were rapidly deployed into entry-level analytical

work.1 The firm must now explicitly weigh AI’s productivity advantage against the value of main-

taining its internal talent pipeline. Human capital formation shifts from a costless organizational

byproduct to an explicit investment decision. When AI’s advantage is sufficiently large, firms

rationally reduce or abandon internal development, relying instead on external hiring for senior

roles.

This paper develops a model that formalizes this mechanism and analyzes its implications

for firm value and aggregate human capital formation. The model features a firm that employs

human workers for lower-level tasks, with each worker stochastically developing human capital

that determines suitability for higher-level positions. The firm can adopt AI to perform lower-level

tasks, displacing human workers and forgoing the human capital that lower-level employment

generates. The central result is that AI adoption introduces an organizational cost absent from

standard models of automation (e.g., Acemoglu and Restrepo (2018)): as AI productivity increases,

human capital formation within the firm declines, and at a sufficiently high productivity level, the

internal talent pipeline collapses entirely.

The baseline analysis treats human capital formation as an internal organizational problem. To

study how AI adoption affects the broader supply of skilled labor, I next embed the firm in a multi-

firm economy with worker mobility. Firms differ in their ability to generate human capital through

lower-level production, and workers who develop high human capital can move across firms in the

second period through a competitive labor market. This extension creates an equilibrium market

for high-skilled labor and allows the model to capture spillovers from one firm’s training decisions

to other firms’ production opportunities.

In this environment, human capital formation generates a positive externality. In the benchmark

1Berwick, Isabel. “Human skills ‘matter even more’ for early consultancy career roles.” Financial Times, February
26, 2026.
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without AI, firms with more training capacity develop more high-skilled workers than they can

promote internally, and the excess talent enters the external labor market. Firms with less training

capacity can then hire these workers into advanced roles without bearing the full cost of developing

their skills. AI adoption disrupts this talent flow. Once AI becomes sufficiently productive, firms

automate many lower-level tasks and no longer generate excess talent as a byproduct of production,

diminishing the external supply of high-skilled labor. As a result, privately optimal AI adoption can

reduce aggregate human capital formation and weaken the broader labor market for high-skilled

workers.

The model also implies that firm value can vary non-monotonically with AI productivity.

Higher AI productivity reduces the cost of lower-level production, raising current profits. But

as individual firms substitute AI for human workers, they collectively reduce the economy-wide

supply of high-skilled labor—a prisoner’s dilemma in which each firm’s privately optimal adoption

decision imposes a negative externality on other firms. The resulting scarcity of senior talent drives

up equilibrium wages for high-skilled workers, eroding the profitability of higher-level production.

Over an intermediate range of AI productivity, this wage effect dominates the efficiency gain in

lower-level production, causing firm value to decline even as AI becomes more productive. The

organizational consequences of AI, therefore, depend not only on what it produces but also on how

it reshapes the collective production of human capital in the economy.

The analysis has several implications. First, it suggests that the consequences of AI will not be

fully captured by frameworks that focus only on contemporaneous task substitution. Even when AI

raises productivity in lower-level work, it may simultaneously weaken the organizational processes

that produce human capital needed for more advanced tasks. This disruption creates the possibility

of bottlenecks in senior labor markets: firms automate junior work today, but in doing so reduce

the future supply of experienced talent.

Second, the model implies that privately optimal AI adoption need not be socially optimal.

Because firms do not internalize the effects of their automation decisions on the external supply of

skilled labor, decentralized adoption can lead to insufficient human capital formation. This wedge
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is especially large when advanced skills are developed primarily through learning-by-doing rather

than formal education or off-the-job training. More broadly, the model suggests that the economic

effects of AI depend not only on which tasks it can perform, but also on whether those tasks are

essential to how firms and markets produce human capital.

Related Literature. This paper contributes to four strands of literature. First, it relates to the

large and growing literature on the labor market consequences of automation and AI. Acemoglu

and Restrepo (2018) develop a task-based framework in which automation expands the set of tasks

performed by capital and displaces labor from tasks it previously performed, while the creation of

new tasks in which labor has a comparative advantage can offset these effects (see also Acemoglu

and Restrepo (2019)). Depending on the balance between displacement and new-task creation,

automation can reduce employment, the labor share, and possibly wages. This paper complements

that literature by focusing on a margin these models abstract from: the effect of AI on the inter-

nal organizational processes through which firms develop human capital. In my framework, the

displacement of workers from lower-level tasks not only affects the current labor market but also

reshapes how firms build capabilities over time.

Second, this paper contributes to the literature on firm-sponsored training and human capital in-

vestment. Becker (1964) establishes the foundational distinction between general and firm-specific

human capital, highlighting why firms may underinvest in general training relative to the social op-

timum. Acemoglu and Pischke (1999) develop models in which labor market imperfections can

induce firms to invest in general training, with wage compression playing a central role. My

framework introduces a distinct mechanism: AI adoption raises the opportunity cost of training

by substituting for the tasks that previously generated human capital as a byproduct of produc-

tion. In this sense, AI converts what had been an implicit organizational subsidy to training into

an explicit cost. This mechanism operates independently of wage compression and can generate

underinvestment even in environments where firms would otherwise produce excess talent.

Third, the paper is related to the literature on internal labor markets, hierarchies, and promo-
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tion. Rosen (1982) develops a model of hierarchical assignment and span of control in which

more talented individuals are allocated to positions with greater authority and larger scale. Wald-

man (1984) studies how job assignments can serve as signals of worker ability to outside firms.

Gibbons and Waldman (1999) provide a framework that integrates job assignment, human capital

accumulation, and learning to explain wage and promotion dynamics within firms. My framework

introduces AI as a technology that disrupts the input side of this process: by substituting for lower-

level tasks, AI reduces the pool of workers whose skills can be developed and revealed through

job assignment. The organizational constraint limiting the number of higher-level positions plays

a role analogous to a span-of-control constraint, generating the excess talent that, in the model’s

multi-firm extension, sustains the external market for skilled labor.

Fourth, the paper speaks to the literature on organizational learning, knowledge-based hierar-

chies, and capability formation. Arrow (1962) provides the classic formulation of learning-by-

doing, emphasizing that production itself can be a source of skill accumulation. In a broader

organizational context, Levitt and March (1988) and March (1991) study how organizations learn

through experience and how the tension between exploitation and capability development shapes

long-run performance. Work on firms as repositories of knowledge and capabilities similarly em-

phasizes that productive activity and capability accumulation are jointly determined rather than

separable decisions (e.g., Kogut and Zander (1992)). Garicano (2000) shows how production is

organized through knowledge-based hierarchies in which lower-level problem-solving and higher-

level expertise are linked within the firm. My framework contributes to this literature by showing

how AI can disrupt capability formation not only by changing who performs tasks, but by changing

whether the tasks that historically served as learning environments are performed by humans at all.

In this sense, AI affects not only production efficiency but also the organizational process through

which firms accumulate and reproduce human capital over time.
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2 Model Setup

This section develops a parsimonious model of human capital development within firms. The

model has two periods (three dates: t = 0, t = 1, t = 2) and features a risk-neutral firm that employs

risk-neutral human workers and has access to AI technology. All parties have the same discount

factor: δ = 1.

Production Technology. The firm’s production technology involves two types of tasks: lower-

level tasks performed in the first period (t = 0 to t = 1) and higher-level tasks performed in the

second period (t = 1 to t = 2).

In the first period, the firm hires a mass H of human workers to perform lower-level tasks,

paying each worker a wage WL. Workers are ex-ante identical and enter the firm with no initial

human capital. Performing lower-level tasks serves a dual role: it generates current output and acts

as a stochastic training technology that develops human capital. This joint production of output

and human capital is central to the model’s mechanism.

Specifically, each lower-level worker, indexed by i ∈ [0,H], acquires human capital θi through

learning-by-doing, where θi can be high (θH) or low (θL) with probabilities p and 1− p, respec-

tively. Human capital realizations are independent across workers. While workers are ex-ante

identical, the stochastic skill development generates ex-post heterogeneity. I capture the joint

production of human capital and output with a parsimonious specification, where the worker’s

first-period output equals realized human capital:

xi = θi.

This formulation captures the idea that workers who develop high human capital contribute more

to current production, while also emphasizing that output and skill formation are closely linked.

Because the firm employs a continuum of workers with independent outcomes, the law of

large numbers implies that aggregate outcomes are deterministic. The combined output of human
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workers in the first period is

Xhuman =
∫ H

i=0
xidi = θ̄H,

where θ̄ = θL + p(θH − θL) represents the expected productivity of a human worker. Moreover,

a mass pH of lower-level workers become high-skilled (θi = θH), creating a pool of potential

candidates for promotion to higher-level positions.

The firm can also assign lower-level tasks to AI. Each task assigned to AI produces a deter-

ministic output µ and incurs an operating cost WAI . Allocating mass A of lower-level tasks to AI

produces output

XAI = µA.

The firm’s total output in the first period is X = Xhuman +XAI . The firm’s revenue function in the

first period is

F(X) = f X − γ

2X2,

where f > 0 scales marginal revenue and γ > 0 captures diminishing returns, reflecting, for in-

stance, a downward-sloping demand for its products and services. The concavity of F(·) ensures

a finite optimal firm size. I assume that f θ̄ > WL so that the first-period production is profitable.

The firm’s first-period profit is

Π1 = F(X)−WLH −WAIA.

For simplicity, I assume that WL =WAI = w in the baseline analysis.

In the second period, the firm has M higher-level positions that require high human capital.

The number of positions, M, is treated as exogenous, reflecting organizational constraints that

limit the firm’s capacity to expand these roles in the short run. These constraints may arise from

complementary factors that are costly to scale—such as managerial oversight, client relationships,

or specialized physical input—or from agency problems that limit effective span of control (see

Chen (2024) for more discussion of such constraints.)
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The firm observes each worker’s first-period output (xi)—allowing it to infer the worker’s real-

ized human capital—before making promotion decisions. Workers promoted to higher-level posi-

tions earn a wage WH in the second period. In the baseline model, the wage for promoted workers

is exogenous. Section 5 endogenizes this wage through a competitive labor market for high-skilled

workers.

A high-skilled worker (θi = θH) assigned to perform higher-level tasks generates output yH >

WH . A low-skilled worker (θi = θL) assigned to perform higher-level tasks generates output yL <

WH , reflecting the mismatch between worker capability and task requirements. This productivity

gap ensures the firm promotes only high-skilled workers in equilibrium.

In principle, AI could also perform higher-level tasks, generating output yAI at a cost WAI . To

focus the paper’s analysis on human capital development in the baseline model, I assume that AI

is not viable for higher-level work: yAI <WAI .

The firm’s second-period profit is

Π2 =
∫ H

i=0
1θi=θH mi(yH −WH)di,

where mi ∈ {0,1} indicates whether worker i is promoted to a higher-level position, and 1θi=θH

indicates whether that worker is high-skilled. The firm’s promotion decisions (mi) are constrained

by the availability of higher-level positions:

∫ H

i=0
mi di ≤ M.

Because only high-skilled workers generate positive profits for the firm when performing higher-

level tasks, the firm’s optimal promotion policy is straightforward: promote high-skilled workers

until either all such workers are promoted or the organizational constraint binds.
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Firm’s Problem. The firm chooses first-period allocations (H, A) to maximize its expected

value:

max
A≥0, H≥0

V = Π1 +Π2 = F(X)−WLH −WAIA+
∫ H

i=0
1θi=θH m∗

i (yH −WH)di

subject to
∫ H

i=0
m∗

i di ≤ M,

where m∗
i denotes the firm’s optimal promotion policy in the second period, and X = θ̄H +µA is

its total first-period output.

3 Benchmark: µ ≤ θ̄

To build intuition for the firm’s problem, I first analyze the benchmark case in which AI is in-

sufficiently productive to justify adoption for lower-level tasks: µ ≤ θ̄ .2 In this regime, the firm

relies exclusively on human workers, and human capital development emerges as a byproduct of

production.

The firm’s first-period hiring problem is kinked because the second-period value of additional

human capital disappears once all higher-level positions are filled. Since the paper’s mechanism

centers on the case in which the firm develops more high-skilled workers than it can promote

internally, I focus throughout on the following parameter region:

p
(

f θ̄ −w
γθ̄ 2

)
> M. (1)

Under this maintained assumption, the firm operates in an excess-talent regime: absent AI, it hires

enough lower-level workers that the resulting supply of high-skilled workers exceeds the number

of available higher-level positions.3

2When the firm is indifferent between hiring humans and using AI, I assume the firm chooses the allocation with
the greatest human employment. This tie-breaking rule ensures a unique equilibrium and reflects a preference for
maintaining organizational capabilities when economically feasible.

3The Online Appendix characterizes the full benchmark solution, including the other parameter regions.
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Second Period Promotions. In the second period, a fraction p of the firm’s H workers become

high-skilled (θi = θH). The firm promotes workers to higher-level positions if doing so generates

positive profits. Because low-skilled (θi = θL) workers generate insufficient output when perform-

ing higher-level tasks (yL −WH < 0), the firm promotes only high-skilled workers. Therefore,

the number of positions filled is min(pH,M): either all high-skilled workers are promoted (i.e.,

pH ≤ M), or all available positions are filled with high-skilled workers (pH > M). The resulting

second-period profit is

Π2(H) = η ·min(pH,M),

where η = yH −WH > 0 represents the net profit from assigning a high-skilled worker to a higher-

level position.

First Period Hiring. In the first period, the firm chooses the allocation of human workers (H)

and AI (A) for lower-level tasks to maximize firm value. Because human workers dominate AI in

productivity (µ ≤ θ̄ ) and both inputs cost w per unit, the firm optimally sets A∗ = 0. The firm’s

problem reduces to

max
H≥0

V (H) = f θ̄H − γ

2
θ̄

2H2 −wH +η min{pH,M}.

Under assumption (1), the optimum lies in the region where the firm develops more high-skilled

workers than it can promote internally. Once the firm has generated enough high-skilled workers

to fill all higher-level positions, additional hiring contributes to firm value only through current

production. Accordingly, second-period profit is constant at ηM, and the firm’s hiring problem

becomes

max
H≥0

V (H) = f θ̄H − γ

2
θ̄

2H2 −wH +ηM.

The first-order condition is

f θ̄ − γθ̄
2H0 = w,
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which yields benchmark employment

H0 =
f θ̄ −w

γθ̄ 2 .

By (1), this hiring level implies

pH0 > M.

Thus, in the benchmark equilibrium, the firm develops more high-skilled workers than it can pro-

mote internally.

The benchmark reveals a crucial feature of human capital development: when AI is not viable

for lower-level tasks, skill formation emerges as a costless byproduct of production. The firm

does not explicitly choose human capital production—skill development arises from employment

decisions driven by first-period production needs. This joint production of output and human

capital forms the foundation for the model’s central mechanism.

4 AI Adoption

This section introduces AI as a viable means of completing lower-level tasks. When AI becomes

sufficiently productive (µ > θ̄ ), the firm faces a qualitatively new trade-off. AI dominates human

workers in current production, but adopting automation severs the link between production and

skill development. Human capital production, previously obtained for free, becomes costly at the

margin. The firm must now explicitly choose whether to forgo AI’s productivity advantage to

maintain its internal talent pipeline.

The Firm’s Problem with AI. The firm chooses an allocation of human workers (H) and AI (A)

in the first period to solve

max
H≥0, A≥0

Π(H,A) = f X − γ

2
X2 −wH −wA+η min(pH,M),
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where X = µA+ θ̄H denotes total first-period output and η = yH −WH > 0 represents the net profit

from promoting a high-skilled worker. AI’s productivity advantage creates pressure to substitute

away from human workers, which in turn threatens the firm’s internal talent pipeline.

To characterize the firm’s optimal allocation, it is convenient to reformulate its problem in

terms of total output (X) and human employment (H). For any target output level X and human

employment H ≤ X
θ̄

, the required AI allocation is A = X−θ̄H
µ

. Substituting this relationship into the

objective function yields

V (X ,H) =

(
f − w

µ

)
X − γ

2
X2 +η min{pH,M}−w

(
1− θ̄

µ

)
H,

subject to θ̄H ≤ X . This representation separates the firm’s choice into two conceptually distinct

components: the production of output (X) and the production of human capital (determined by H).

Optimal Output. Firm value is strictly concave in output (X). The first-order condition with

respect to output yields

X∗ =
f − w

µ

γ
. (2)

The optimal output level depends on AI’s productivity: as µ increases, the effective marginal cost

of production falls, leading the firm to expand output. It is worth noting that (2) is independent

of human employment decisions, reflecting the separability in the reformulated problem. The firm

can achieve any desired output level X∗ through various combinations of human workers and AI;

the choice of human employment H determines only the composition of inputs, not the scale of

production.4

4This separability requires X∗ ≥ M
p θ̄ so that the constraint θ̄H ≤ X does not bind at the optimum. This inequal-

ity follows from AI’s productivity advantage (µ > θ̄ ) combined with the assumption that the firm’s organizational
constraint strictly binds in the benchmark (pH0 > M).

12



Optimal Hiring. Taking optimal output X∗ as given, the firm’s problem reduces to choosing

human employment H to maximize

V (H) = η min(pH,M)− cH,

where

c = w
(

1− θ̄

µ

)
represents the opportunity cost of human capital production. This cost reflects the productivity

advantage the firm forgoes by employing human workers instead of automating with AI. When

µ > θ̄ , this cost is strictly positive: producing human capital is no longer free, as it was in the

benchmark.

Firm value (V ) exhibits a kink at H = M
p := H̄, the minimum human employment needed to

ensure a sufficient internal talent pipeline to fill all higher-level positions. For H < H̄, promotions

are constrained by the supply of high-skilled workers, and the marginal value of hiring human

workers for lower-level tasks is η p− c. For H ≥ H̄, all higher-level positions can be filled, and

additional hiring generates no talent pipeline benefit: the marginal value of hiring is −c < 0.

Therefore, the firm chooses either full automation of lower-level tasks (H∗ = 0) or just enough

human employment to maintain the necessary internal talent pipeline (H∗ = H̄), depending on

whether the marginal benefit of developing high-skilled workers exceeds the opportunity cost.

This comparison defines a critical threshold for AI productivity, µ̄ . When w > pη—that is, the

wage cost of a lower-level worker exceeds the expected net profit from potential promotion—the

threshold is given by

µ̄ =
wθ̄

w− pη
∈ (θ̄ ,∞).

At this productivity level, the opportunity cost of human employment exactly equals the benefit of

maintaining the talent pipeline: w
(

1− θ̄

µ̄

)
= η p. When w ≤ pη , the marginal benefit of human

capital development exceeds its opportunity cost for any finite level of AI productivity; here, I set
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µ̄ = ∞.

Lemma 1. When µ ∈ (θ̄ , µ̄], the firm maintains minimal human employment to preserve its internal

talent pipeline: H∗ = M
p . When µ > µ̄ , the firm fully automates lower-level tasks with AI: H∗ = 0.

Lemma 1 reveals that the firm’s decision to maintain an internal talent pipeline exhibits a sharp

discontinuity at the threshold µ̄ . Below this threshold, the firm calibrates current lower-level hiring

(H) to future promotion opportunities, hiring M
p workers—just enough to generate M high-skilled

workers—and uses AI for the remaining lower-level tasks. Once AI productivity crosses µ̄ , the

firm abandons human employment for lower-level tasks entirely, severing the link between current

production and future organizational capabilities.

A comparison of the AI equilibrium (Lemma 1) with the benchmark reveals the model’s central

result. Under assumption (1), the firm hires H0 in the benchmark without AI, producing pH0 > M

high-skilled workers in the benchmark. With AI, the firm hires at most M
p < H0 workers—and

eliminates lower-level human employment entirely once AI is sufficiently productive. The firm

no longer produces excess talent. Human capital development, previously obtained for free as a

joint product with current output, now requires explicitly forgoing AI’s productivity advantage in

lower-level tasks.

Proposition 1. Suppose the organizational constraint strictly binds in the benchmark (pH0 > M).

An increase in AI productivity (µ) raises the opportunity cost of human capital production and

reduces the quantity of human capital produced.

Proposition 1 highlights the organizational cost of AI. The key mechanism is that AI sub-

stitutes for precisely the tasks that previously generated human capital as a byproduct. In the

benchmark, when organizational constraints bind, human capital production incurred no additional

marginal cost—the firm hired workers to perform lower-level tasks regardless, and skill develop-

ment emerged automatically from current production. AI fundamentally alters this calculation. By

offering superior productivity in lower-level tasks, AI converts human capital formation from a
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costless joint product into an explicit investment decision that requires forgoing the productivity

gains of automation.

The opportunity cost of producing human capital, c = w
(

1− θ̄

µ

)
, strictly increases with AI

productivity. As µ rises, maintaining human employment for lower-level tasks becomes increas-

ingly expensive. This rising opportunity cost first eliminates excess training: for (µ ∈ (θ̄ , µ̄]),

human employment falls from H0 to M
p , eliminating the surplus of high-skilled workers the firm

produces in the benchmark. Once AI productivity exceeds the threshold µ̄ , the opportunity cost

becomes prohibitively high, and the firm abandons its internal talent pipeline completely, driving

human capital production to zero.

5 AI Adoption and Labor Market Externalities

The baseline analysis treats human capital formation as an internal organizational problem, fo-

cusing on how AI adoption affects a single firm’s talent pipeline. This analysis abstracts from an

important externality: workers trained at one firm may subsequently work at another. When firms

invest in developing skills that benefit the broader labor market, individual optimization decisions

can diverge from socially optimal outcomes.

This section embeds the firm’s problem in a multi-firm economy with mobile workers, reveal-

ing how AI adoption can exacerbate the externality problem of human capital investment. In the

benchmark without AI, firms that face binding organizational constraints produce excess talent as

a costless byproduct, creating positive spillovers for other firms through the external labor market

for high-skilled workers. AI disrupts this mechanism by making the production of human cap-

ital costly. The result is a prisoner’s dilemma in which privately optimal AI adoption generates

negative externalities that undermine economy-wide human capital accumulation.

Economy. The economy consists of a unit mass of firms. A fraction λ ∈ (0,1) are training

firms (type T ), and the remaining fraction 1−λ are non-training firms (type N). The key feature
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that generates an equilibrium market for high-skilled workers is heterogeneity in firms’ training

capabilities. For expositional simplicity, I model this heterogeneity in stark form: lower-level

workers at training firms acquire high human capital (θi = θH) with probability p as in the baseline

model, while lower-level workers at non-training firms can only acquire low human capital (θi =

θL). The qualitative results extend to settings with heterogeneous training rates, but the polar case

of pN = 0 simplifies the exposition.

High-skilled workers are mobile across firms in the second period, though they are most pro-

ductive at the firm where they developed their human capital. Specifically, a high-skilled worker

generates output yH when assigned a higher-level task at the training firm but only yM > w at a

different firm. The productivity difference, yH − yM > 0, captures firm-specific human capital ac-

cumulated through on-the-job experience at the training firm. High-skilled workers have a baseline

reservation wage of w.

I focus on symmetric equilibria in which all firms of a given type make identical allocations.

An equilibrium consists of allocations (HT ,AT ) for training firms and (HN ,AN) for non-training

firms, and a market wage WH for high-skilled workers in the second period. Each firm maximizes

its expected value, taking WH as given, and the labor market for high-skilled workers clears at the

lowest possible wage.

No AI Adoption. As in the baseline model, when AI productivity is sufficiently low, µ ≤ θL,

both types of firms rely entirely on human workers to perform lower-level tasks. A non-training

firm solves

maximize
HN , AN≥0

f (θLHN +µAN)−
γ

2
(θLHN +µAN)

2 −w(HN +AN),

yielding H0
N = f θL−w

γθ 2
L

and A0
N = 0. These firms produce no high-skilled workers and rely on the

external labor market to fill higher-level positions in the second period.
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A training firm solves

maximize
HT , AT≥0

f (θ̄HT +µAT )−
γ

2
((θ̄HT +µAT ))

2 −w(HT +AT )+(yH −WH)min{pHT ,M},

yielding H0
T > 0 and A0

T = 0. For the remainder of the analysis, I impose the counterpart of

assumption (1) in this multi-firm setting:

λ p
(

f θ̄ −w
γθ̄ 2

)
> M. (3)

Condition (3) implies that training firms collectively supply enough high-skilled workers to fill all

higher-level positions in the economy. Each training firm produces pH0
T > M

λ
high-skilled work-

ers but can only promote M, supplying pH0
T −M > 0 such workers to the external labor market.

Aggregating across all training firms, the external supply of high-skilled workers is λ (pH0
T −M).

Non-training firms collectively demand M(1− λ ) high-skilled workers when WH < yM, the

productivity of high-skilled workers at these firms. Condition (3) implies that supply exceeds

demand at the baseline reservation wage (w):

λ (pH0
T −M)≥ M(1−λ ).

Therefore, the market-clearing wage is WH = w. Training firms capture the full surplus from

internally promoted workers, earning yH −w in net profits per promotion, while excess talent flows

to non-training firms at the baseline reservation wage.

Non-Training Firm AI Adoption. As AI productivity improves, non-training firms adopt first

because human workers are less productive in these firms (θL < θ̄ ). Because non-training firms

generate no human capital through lower-level work, they face no trade-off between current pro-

ductivity and future talent development. Once AI productivity exceeds that of human workers,

these firms strictly prefer to use AI for all lower-level tasks.
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Lemma 2. Assume condition (3) holds. When µ ∈ (θL, θ̄ ], non-training firms fully automate lower-

level tasks: H∗
N = 0. Training firms continue with the benchmark allocation: H∗

T = H0
T . The

market-clearing wage is W ∗
H = w.

In this regime, AI’s productivity advantage is sufficient to displace human workers at non-

training firms (µ > θL) but remains below the productivity of human workers at training firms

(µ ≤ θ̄ ). Training firms continue operating as in the benchmark, producing pH0
T high-skilled

workers per firm. By condition (3), the supply of human capital from training firms is sufficient

to meet demand from non-training firms. As a result, the equilibrium wage stays at the baseline

reservation wage: W ∗
H = w.

Training Firm AI Adoption. The key question is how training firms respond once AI becomes

more productive than their lower-level workers (µ > θ̄ ). In this case, AI is better than human

workers at performing the very tasks that generate human capital as a byproduct. As a result, the

firm faces a trade-off: maintain human employment to preserve the talent pipeline, or automate to

capture AI’s productivity gains.

Taking first-period output (X) as given, the firm chooses human employment (H) to solve

maximize
HT≥0

(yH −WH)min(pHT ,M)− c(µ)HT ,

where c(µ) = w
(

1− θ̄

µ

)
> 0 is the opportunity cost of employing humans rather than AI. This

objective is piecewise linear, with slope

p(yH −WH)− c(µ)

for HT < M
p , and slope −c(µ) for HT ≥ M

p . Therefore, when µ > θ̄ , the training firm chooses

either full automation (H∗
T = 0) or partial automation (H∗

T = M
p ). The firm maintains its internal

talent pipeline if and only if the marginal benefit of filling promotions with firm-trained workers

exceeds the opportunity cost: p(yH −WH)> c(µ).
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The equilibrium wage W ∗
H determines which allocation is optimal, depending on whether the

baseline reservation wage (w) is large relative to the firm-specific human capital wedge (yH −yM).

When w > p(yH −yM), there exists a finite threshold µ̄ , beyond which even training firms abandon

human capital production. When w ≤ p(yH −yM), training firms maintain minimum internal talent

pipelines regardless of AI productivity.

There are two cases to consider. In the first case, the baseline reservation wage is sufficiently

large: w > p(yH − yM). In this case, define the critical AI-productivity threshold

µ̄ =
wθ̄

w− p(yH − yM)
.

When µ ≤ µ̄ , the training firm finds it worthwhile to train just enough workers to fill its own higher-

level positions: H∗
T = M

p . Because non-training firms generate demand for high-skilled workers, the

equilibrium market wage for high-skilled labor is W ∗
H = yM. When µ > µ̄ , the training firm fully

automates lower-level tasks and the internal talent pipeline collapses: H∗
T = 0. The equilibrium

market wage for high-skilled labor is W ∗
H = yM.

In the second case, the baseline reservation wage is sufficiently low: w ≤ p(yH − yM). In this

case, the critical AI-productivity threshold is infinite. That is, it is always worth it for the training

firm to produce just enough high-skilled workers to fill its own higher-level positions. In this case,

H∗
T = M

p . Because non-training firms generate demand for high-skilled workers, the equilibrium

market wage for high-skilled labor is W ∗
H = yM.

Proposition 2. Suppose (3) and w> p(yH −yM). Then, the symmetric equilibrium is characterized

by four regions:

1. No firms adopt AI: If µ ≤ θL, then neither type uses AI: A∗
N = A∗

T = 0. Training firms supply

enough excess talent to fill all higher-level positions. The equilibrium high-skilled wage is

W ∗
H = w.

2. Only non-training firms adopt AI: If θL < µ ≤ θ̄ , then non-training firms automate lower-
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level tasks while training firms remain human-only: H∗
N = 0 and H∗

T = H0
T . Training firm

continues to supply excess talent, and the equilibrium high-skilled wage is W ∗
H = w.

3. Internal talent pipelines survive, but the external labor market collapses: If θ̄ < µ ≤ µ̄ ,

then training firms adopt AI in lower-level production but preserve the minimum human

workforce needed to fill their own higher-level positions: H∗
T = M

p . Non-training firms fully

automate lower-level tasks: H∗
N = 0. However, training firms do not produce excess talent,

so non-training firms cannot fill higher-level positions. The equilibrium high-skilled wage is

W ∗
H = yM.

4. Complete automation of lower-level work: If µ > µ̄ , then even training firms forgo human

capital production: H∗
T = 0 and H∗

N = 0. No high-skilled workers are produced anywhere in

the economy, and the external labor market for high-skilled labor is inactive.

Proposition 2 reveals two channels through which AI adoption affects firm value and economy-

wide welfare.5

The Talent Supply Channel. In Regimes 1 and 2 (µ ≤ θL and θL < µ ≤ θ̄ ), training firms pro-

duce excess high-skilled workers as a costless byproduct of lower-level production. This excess

supply flows to non-training firms via the external labor market for high-skilled workers, gener-

ating positive spillovers. In Regime 3 (θ̄ < µ ≤ µ̄), training firms eliminate this excess supply,

hiring just enough workers (H∗
T = M

p ) to maintain their internal talent pipeline. Non-training firms

can no longer fill higher-level positions, reducing aggregate surplus by (1− λ )M(yM −w). An

increase in AI productivity that shifts the economy from Regime 2 to Regime 3 thus collapses the

external labor market for high-skilled workers, generating a welfare loss. Figure 1 illustrates this

relationship.

5The sharp regime shifts arise from the continuum-worker environment, which makes the supply of high-skilled
labor deterministic, and from competitive wage clearing in the second-period labor market. In a finite-worker environ-
ment, the same economic force would remain, but the transitions between regimes would be smoothed by idiosyncratic
variation in realized skill supply.
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AI Productivity (µ)

Non-Training Firm Value

θL θ̄ µ̄
Regime 1 Regime 2 Regime 3 Regime 4

External labor
market collapses

Figure 1: Non-training firm value versus AI productivity. This figure shows how the firm value for
non-training firms changes with AI productivity. In Regime 1, firm value is constant. In Regime
2, AI adoption increases first-period profit as µ rises. The transition to Regime 3 reduces firm
value by (yM −w)M as the external labor market for high-skilled workers collapses (shown by the
vertical dotted line), eliminating second-period profits. The non-training firm’s first-period profit
continues rising with AI productivity in Regimes 3 and 4.

The Wage Channel. The collapse of the external labor market fundamentally alters wages for

high-skilled workers. In Regimes 1 and 2, the abundant supply of high-skilled workers (λ pH0
T >

M) keeps the equilibrium wage at the baseline reservation level: W ∗
H = w. As a result, the firms

capture the full surplus from higher-level production: (yH −w) per promoted worker at training

firms and (yM−w) per externally recruited high-skilled worker at non-training firms. The transition

to Regime 3 eliminates the excess supply, creating scarcity in the market for high-skilled labor.

The equilibrium wage rises to W ∗
H = yM—the productivity of high-skilled workers at non-training

firms—which equates supply and demand at zero.

This wage increase redistributes surplus from training firms to high-skilled workers. Training

firms’ net profit per promoted worker falls from (yH −w) to (yH − yM), transferring λM(yM −w)

to high-skilled workers. Each training firm rationally reduces lower-level employment to avoid

the opportunity cost of human capital production (c(µ)), but collectively these decisions result in

wage premiums for high-skilled workers that lower second-period profits.
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Proposition 3. Consider the transition from Regime 2 to Regime 3 as AI productivity crosses

θ̄ . The value of a training firm drops discretely by ∆V = M(yM −w). For µ > θ̄ , subsequent

improvements in AI productivity increase first-period profits, and hence, firm value.

Proposition 3 formalizes the non-monotonic effect of AI productivity on training firm value.

At µ = θ̄ , training firms are indifferent between using AI and human workers for lower-level tasks.

The discrete drop reflects the wage effect. The scarcity of high-skilled labor raises the equilibrium

wage from w to yM, transferring M(yM −w) of the surplus from training firms to their promoted

workers. This redistribution occurs because each training firm optimally reduces employment

from H0
T to M

p given the opportunity cost of human capital production, ignoring the labor market

externality. Training firm value subsequently rises with AI productivity through Regimes 3 and

4 because first-period profit improves. Depending on the specification of the firm’s first-period

profits, the cumulative productivity gains may eventually offset the initial wage loss. Figure 2

illustrates this relationship.

Implications. The externalities identified in this section have several important implications.

First, the collapse of external labor markets creates shortages in high-skilled labor even when the

training technology remains available. Non-training firms lose access to high-skilled workers not

because training becomes impossible, but because training firms rationally curtail human capital

production in response to opportunity costs induced by AI’s productivity advantage. This mech-

anism suggests that productivity-enhancing technologies can simultaneously increase output in

some lower-level tasks while creating bottlenecks in higher-level ones, even absent any change in

the technical feasibility of skill development.

Second, the distributional consequences extend beyond the firm-worker transfers emphasized

in Proposition 3. The wage increase from w to yM benefits the λM high-skilled workers who secure

promotions at training firms, but the contraction in human employment eliminates opportunities

for the (1−λ )M workers who would have developed high human capital and been hired externally

by non-training firms.
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AI Productivity (µ)

Training Firm Value

θL θ̄ µ̄
Regime 1 Regime 2 Regime 3 Regime 4

Adopt AI +
Reduce hiring +
Wage increase

Figure 2: Training firm value versus AI productivity. This figure shows how the value of a training
firm changes with AI productivity. In Regimes 1 and 2, training firms use only human workers and
earn (yH −w) per promoted worker, independent of AI productivity. The transition to Regime 3
results in a discrete drop in firm value: AI adoption increases first-period profit and eliminates
opportunity costs on excess workers, but the wage increase from w to yM reduces second-period
surplus per promotion. In Regimes 3 and 4, firm value increases with µ as first-period profit
improves.

Third, when the mass of training firms is sufficiently large, they could collectively benefit from

coordinating to maintain excess human capital production. By committing to hire M
λ p workers,

training firms can ensure that high-skilled labor is not scarce and that market wages remain low

(i.e., W ∗
H = w). However, no individual firm has the incentive to unilaterally deviate. This coor-

dination failure suggests potential gains in firm value from mechanisms that facilitate collective

commitments to human capital investment, such as industry-wide training standards, shared ap-

prenticeship programs, or policies that subsidize excess training.

Finally, the welfare costs of the transition to Regime 3 may be temporary if AI productivity

continues to improve. However, if AI productivity plateaus in the intermediate region, the economy

remains in a regime where training firms earn lower profits than in the pre-AI equilibrium, non-

training firms cannot fill higher-level positions, and the positive externalities that previously flowed

through external labor markets are lost. Whether the long-run benefits of AI adoption materialize
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depends critically on the trajectory of technological progress beyond the initial adoption threshold.

6 Conclusion

This paper analyzes how AI adoption affects human capital development when skill formation

emerges as a byproduct of current production. The central mechanism operates through a channel

that standard models of automation overlook: firms hire workers to perform lower-level tasks, and

these workers stochastically develop skills suitable for more advanced roles. When AI becomes

sufficiently productive to substitute for lower-level work, this joint production breaks down. Hu-

man capital formation shifts from a costless organizational byproduct to an explicit investment

requiring firms to forgo AI’s productivity advantage, and firms rationally reduce or eliminate hu-

man employment in precisely the tasks that previously generated organizational talent.

These firm-level choices aggregate into a coordination failure when workers are mobile across

firms. Training firms that previously overproduced talent as a costless byproduct now calibrate

employment to internal promotion needs, eliminating the external supply of skilled labor. Non-

training firms lose access to externally trained talent and cannot fill higher-level positions. The

resulting scarcity bids up wages, transferring surplus from firms to high-skilled workers and reduc-

ing firm value even among firms that adopt AI optimally. Firms would benefit from coordinating

to maintain excess training, yet no individual firm has an incentive to deviate unilaterally.

The analysis suggests that the consequences of AI will not be fully captured by frameworks

that focus on contemporaneous task substitution. Automation can erode not just employment lev-

els but the fundamental mechanisms through which labor markets produce and allocate skills. This

distinction matters for policy: interventions designed to preserve human capital spillovers—such

as industry-wide training standards or subsidized apprenticeship programs—address a margin that

productivity-focused analyses of AI leave unexamined. Whether the long-run benefits of AI adop-

tion materialize depends critically on the pace of productivity gains relative to the erosion of human

capital formation that automation sets in motion.
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A Proofs: Baseline Model

Proof of Lemma 1. For µ > θ̄ , after optimizing over X , the firm chooses lower-level employment

H ≥ 0 to maximize a piecewise linear objective

V (X∗,H) =

 (η p− c(µ))H 0 ≤ H ≤ M
p ,

ηM− c(µ)H H > M
p ,

where c(µ) = w
(

1− θ̄

µ

)
is the opportunity cost of human capital production and η = yH −WH is

the net profit from filling a higher-level position with an internally trained high-skilled worker.

The slope of V is η p− c(µ) when 0 ≤ H < M
p ; it is −c(µ) for H > m

p . Hence, there are two

candidates for optimal employment. If η p−c(µ)< 0, then V strictly decreases with H for H ≥ 0,

implying that H∗ = 0. If η p−c(µ)> 0, then V increases with H until M
p and decreases thereafter,

implying that H∗ = M
p . If η p− c(µ) = 0, then V is flat over the region H ∈ [0, M

p ] and decreases

thereafter. In this case, tie-breaking in favor of human employment implies that H∗ = M
p .

Define the threshold µ̄ by

η p− c(µ̄) = 0 ⇔ µ̄ :=
wθ̄

w−η p
.

Note that µ̄ is well-defined and finite when w > η p. When w ≤ η p, η p ≥ c(µ) for all µ > 0,

implying that H∗ = 0 is never optimal. ■

Proof of Proposition 1. Under assumption (1), the firm hires H0 = f θ̄−w
γθ̄ 2 > M

p in the benchmark

when AI is not viable (i.e., µ ≤ θ̄ ). So, the firm trains more high-skilled workers than it needs for

higher-level tasks.

When AI productivity increases above human productivity for lower-level tasks (µ > θ̄ ), the

opportunity cost of using human workers instead of AI to perform a lower-level task is c(µ) =

w
(

1− θ̄

µ

)
, with c′(µ) = wθ̄

µ2 > 0. Thus, higher AI productivity strictly increases the opportunity

cost of human capital production.
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By Lemma 1, once AI becomes more productive than human workers in lower-level tasks,

optimal human employment becomes

H∗ =


M
p µ ∈ (θ̄ , µ̄]

0 µ > µ̄.

Therefore, the quantity of human capital produced is

pH∗ =


pH0 > M, µ ≤ θ̄

M, µ ∈ (θ̄ , µ̄]

0, µ > µ̄.

Hence, an increase in AI productivity (µ) raises the opportunity cost of producing human capital

and weakly reduces the quantity of human capital produced, with discrete drops where AI first

becomes viable for lower-level tasks. ■

B Proofs: Extensions and Robustness

Proof of Lemma 2. Assume that µ ∈ (θL, θ̄ ]. Non-training firms do not produce human capital.

Hence, a non-training firm solves

maximize
HN , AN≥0

VN = f (θLHN +µAN)− γ

2(θLHN +µAN)
2 −w(HN +AN).

Because µ > θL and both inputs cost w per unit, AI produces strictly more output per unit cost than

human workers. Hence, for any target level, the cost-minimizing input allocation sets H∗
N = 0.

When µ ≤ θ̄ , AI is weakly less productive than human workers in lower-level tasks at training

firms. With the tie-break in favor of human employment, training firms choose A∗
T = 0. Hence,

given that the market wage for high-skilled labor is WH = w, a training firm solves the benchmark

human-only problem in Section 3, implying that H∗
T = H0

T = f θ̄−w
γθ̄ 2 .
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Each training firm produces pH0
T high-skilled workers, promotes M internally, and supplies

pH0
T −M to the external labor market. Thus, aggregate supply is λ (pH0

T −M). Each non-training

firm demands M skilled workers whenever WH < yM. Thus, aggregate demand at wage w < yM

is (1− λ )M. Under assumption (3), aggregate supply exceeds aggregate demand (λ pH0
T > M).

Because the market clears at the lowest feasible wage, and workers do not accept less than their

baseline reservation wage w, the equilibrium wage is W ∗
H = w. ■

Proof of Proposition 2. I establish the results of the proposition regime by regime.

Regime 1: µ ≤ θL. Because θL ≤ θ̄ , AI is weakly less productive than human labor in lower-

level tasks at both types of firms. With the tie-breaking rule in favor of greater human employment,

both firm types choose not to automate: A∗
N = A∗

T = 0. Non-training firms therefore choose human

employment H0
N = f θL−w

γθ 2
L

, while training firms choose H0
T = f θ̄−w

γθ̄ 2 . By condition (3), training firms

collectively generate enough excess high-skilled workers to satisfy the external demand from non-

training firms. Therefore, the competitive equilibrium wage is W ∗
H = w.

Regime 2: θL < µ ≤ θ̄ . Because µ > θL, AI is strictly more productive than human labor in

lower-level tasks at non-training firms. Because non-training firms do not generate human capital

through lower-level employment, they strictly prefer full automation: H∗
N = 0. By Lemma D.1 in

the Appendix, their optimal first-period output is X∗
N(µ) =

f−w
µ

γ
and their optimal AI allocation is

A∗
N =

X∗
N(µ)
µ

= f µ−w
γµ2 .

For training firms, µ ≤ θ̄ implies that AI is weakly less productive than human workers in

lower-level tasks. By the tie-breaking rule, they remain human-only: A∗
T = 0. Hence they solve the

benchmark human-only problem and choose H∗
T = H0

T = f θ̄−w
γθ̄ 2 . Condition (3) again implies that

training firms collectively produce enough excess high-skilled workers to meet external demand,

so the equilibrium wage remains W ∗
H = w.
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Regime 3: θ̄ < µ ≤ µ̄ . Non-training firms continue to fully automate lower-level tasks: H∗
N = 0

and A∗
N = f µ−w

γµ2 as in Regime 2.

Given the equilibrium wage WH , a training firm solves

max
HT≥0

(yH −WH)min(pHT ,M)− c(µ)HT ,

where c(µ) = w
(

1− θ̄

µ

)
> 0. This objective is piecewise linear, with slope p(yH −WH)−c(µ) for

HT < M
p and slope −c(µ) for HT ≥ M

p . Hence, the training firm chooses either H∗
T = 0 or H∗

T = M
p .

Suppose training firms choose HT = M
p . Then, each training firm produces exactly M high-

skilled workers and promotes all of them internally, because yH > yM. Thus, no high-skilled

workers are supplied to the external labor market. Non-training firms demand high-skilled labor

only if the wage does not exceed their productivity, yM. Therefore, the competitive market-clearing

wage is W ∗
H = yM. At this wage, a training firm’s first-period hiring condition becomes

p(yH − yM)≥ c(µ).

By the definition of µ̄ , this inequality holds when µ ≤ µ̄ . Hence, when µ ≤ µ̄ , H∗
T = M

p . By

Lemma D.1 in the Appendix, the optimal total first-period output is X∗
T (µ) =

f−w
µ

γ
and the implied

AI allocation is A∗
T =

X∗
T (µ)−θ̄

M
p

µ
= 1

µ

(
f−w

µ

γ
− θ̄

M
p

)
, which is nonnegative by condition (3). Thus

in Regime 3, the economy is characterized by H∗
N = 0, H∗

T = M
p , and W ∗

H = yM.

Region 4: µ > µ̄ . Non-training firms again fully automate:

H∗
N = 0,

with

A∗
N =

f µ −w
γµ2 .

30



For training firms, if the market wage satisfies WH ≥ yM, then

p(yH −WH)≤ p(yH − yM)< c(µ),

where the final inequality follows from µ > µ̄ . Hence, the objective

(yH −WH)min(pHT ,M)− c(µ)HT

is decreasing at HT = 0, so the firm chooses H∗
T = 0. By Lemma D.1, training firms then also

choose A∗
T = f µ−w

γµ2 . Therefore, H∗
T = H∗

N = 0. No high-skilled workers are produced anywhere in

the economy, so the external labor market for high-skilled labor is inactive. ■

Proof of Proposition 3. Consider the transition from Regime 2 to Regime 3 as AI productivity

crosses θ̄ .

When θL < µ ≤ θ̄ , training firms do not automate lower-level tasks. By Proposition 2, they

choose H∗
T = H0

T = f θ̄−w
γθ̄ 2 , and the equilibrium high-skilled wage is W ∗

H = w. Because the organi-

zational constraint binds in the benchmark, training firms promote exactly M high-skilled workers.

Therefore, firm value in Regime 2 is

V (2)
T = f θ̄H0

T − γ

2
θ̄

2(H0
T )

2 −wH0
T +M(yH −w).

Using H0
T = f θ̄−w

γθ̄ 2 , the first-period component of firm value can be written as

f θ̄H0
T − γ

2
θ̄

2(H0
T )

2 −wH0
T =

1
2γ

(
f − w

θ̄

)2
.

Hence,

V (2)
T =

1
2γ

(
f − w

θ̄

)2
+M(yH −w).

When θ̄ < µ ≤ µ̄ , Proposition 2 implies that training firms choose H∗
T = M

p , and the equilibrium
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high-skilled skilled wage is W ∗
H = yM, and the optimal total first-period output is X∗(µ) =

f−w
µ

γ
.

Therefore, firm value in Regime 3 is

V (3)
T (µ) = f X∗(µ)− γ

2
(X∗(µ))2 −w

(
M
p
+A∗

T

)
+M(yH − yM),

where

A∗
T =

X∗(µ)− θ̄
M
p

µ
.

Substituting for A∗
T yields

V (3)
T (µ) = f X∗(µ)− γ

2
(X∗(µ))2 − w

µ
X∗(µ)−w

(
1− θ̄

µ

)
M
p
+M(yH − yM).

Using the first-order condition for X∗(µ),

f − γX∗(µ)− w
µ
= 0,

the first three terms simplify to

f X∗(µ)− γ

2
(X∗(µ))2 − w

µ
X∗(µ) =

1
2γ

(
f − w

µ

)2

.

Hence,

V (3)
T (µ) =

1
2γ

(
f − w

µ

)2

−w
(

1− θ̄

µ

)
M
p
+M(yH − yM).

Evaluating the right-hand limit of V (3)
T (µ) as µ ↓ θ̄ yields

lim
µ→θ̄+

V (3)
T (µ) =

1
2γ

(
f − w

θ̄

)2
+M(yH − yM).

Therefore, V (2)
T − lim

µ→θ̄+ V (3)
T (µ) = M(yM −w), meaning the value of a training firm drops dis-

cretely by M(yM −w) when the economy moves from Regime 2 to Regime 3.
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Moreover, note that V (3)
T strictly increases in µ:

dV (3)
T (µ)

dµ
=

w
µ2

(
X∗(µ)− θ̄

M
p

)
,

the sign of the derivative is determined by whether X∗(µ) exceeds θ̄
M
p . Recall that

X∗(θ̄) =
f − w

θ̄

γ
= θ̄

(
f θ̄ −w

γθ̄ 2

)
.

Condition (3) implies
f θ̄ −w

γθ̄ 2 >
M
p
,

and therefore

X∗(θ̄)> θ̄
M
p
.

Because X∗(µ) is strictly increasing in µ , it follows that

X∗(µ)> θ̄
M
p

for all µ > θ̄ . Hence, dV (3)
T (µ)
dµ

> 0 in Regime 3.

Next, consider Regime 4, where µ > µ̄ . By Proposition 2, training firms fully automate lower-

level tasks: H∗
T = 0. Optimal total first-period output remains X∗(µ) =

f−w
µ

γ
, so firm value in this

regime is

V (4)
T (µ) = f X∗(µ)− γ

2
(X∗(µ))2 −wA∗

T ,

where A∗
T = X∗(µ)

µ
. Substituting for A∗

T and using the first-order condition for X∗(µ) gives

V (4)
T (µ) =

1
2γ

(
f − w

µ

)2

.
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Differentiating with respect to µ yields

dV (4)
T (µ)

dµ
=

w
γµ2

(
f − w

µ

)
=

w
µ2 X∗(µ)> 0.

Thus, firm value is strictly increasing in µ throughout Regime 4 as well. Finally, note that firm

value is continuous at the boundary µ̄ . ■

C Additional Results and Robustness

D Optimal First-Period Output

This section characterizes the optimal output choices of training and non-training firms in the

multi-firm economy studied in Section 5.

Lemma D.1. Fix a firm of type j ∈ {T,N}, where lower-level human productivity is

θ j =


θ̄ , if j = T,

θL, if j = N.

Given human employment H j ≥ 0, the firm’s first-period problem is

max
A j≥0

f (θ jH j +µA j)−
γ

2
(θ jH j +µA j)

2 −w(H j +A j).

If µ > θ j and the unconstrained optimum satisfies

X∗
j (µ)≥ θ jH j,
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then the firm’s optimal total first-period output is

X∗
j (µ) =

f − w
µ

γ
,

and the corresponding AI allocation is

A∗
j(H j) =

X∗
j (µ)−θ jH j

µ
.

Proof of Lemma D.1. Fix H j. Since H j is predetermined, the firm chooses A j to maximize

f (θ jH j +µA j)−
γ

2
(θ jH j +µA j)

2 −wA j,

up to the constant term −wH j.

Let total first-period output be

X j = θ jH j +µA j.

Because A j =
X j−θ jH j

µ
, the problem is equivalent to

max
X j≥θ jH j

f X j −
γ

2
X2

j −
w
µ
(X j −θ jH j).

The objective is strictly concave in X j, with the first-order condition

f − γX j −
w
µ
= 0.

Hence, the unique unconstrained optimum is

X∗
j (µ) =

f − w
µ

γ
.

35



If X∗
j (µ)≥ θ jH j, the constraint does not bind, and the corresponding AI input is

A∗
j(H j) =

X∗
j (µ)−θ jH j

µ
.

■
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